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Indices: Overview 
¨  Database	
  Indices	
  

§  Clustered	
  Index:	
  The	
  sort	
  order	
  of	
  tuples	
  in	
  the	
  primary	
  storage	
  
§  Primary	
  Key:	
  Enforced	
  via	
  Index	
  on	
  Primary	
  Key	
  AAribute,	
  oCen	
  
also	
  the	
  Clustered	
  Index	
  

§  Secondary	
  Index:	
  AddiEonal	
  sort	
  order	
  according	
  to	
  a	
  non-­‐key	
  
aAribute	
  

§  Tree	
  vs.	
  Hash	
  Index:	
  Tree	
  Indices	
  allow	
  for	
  efficient	
  range	
  queries	
  
§  Inverted	
  Index:	
  Originated	
  in	
  Text	
  Retrieval,	
  but	
  general	
  concept	
  

¨  ApplicaEon	
  maintained	
  indices	
  
§  Tables	
  containing	
  subsets	
  of	
  data	
  
§  ApplicaEon	
  maintains	
  content:	
  e.g.	
  “Open	
  Items”	
  table	
  in	
  ERP	
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Delta Index 
¨  The	
  delta	
  is	
  small,	
  but	
  needs	
  to	
  perform	
  quick	
  inserts.	
  
¨  Problem:	
  Find	
  Value	
  ID	
  of	
  exisEng	
  Values	
  
¨  Main-­‐memory	
  opEmized	
  B+Trees,	
  	
  
¨  Tree	
  contains	
  ValueIDs	
  
¨  While	
  traversing	
  the	
  tree	
  the	
  respecEve	
  dicEonary	
  entries	
  are	
  compared:	
  Allows	
  to	
  

efficiently	
  translate	
  Values	
  to	
  Value	
  IDs	
  
¨  Allows	
  access	
  in	
  hundreds	
  to	
  thousands	
  of	
  CPU	
  cycles	
  
¨  Can	
  be	
  extended	
  with	
  posiEons(rowIDs)	
  in	
  aAribute	
  vector	
  (inverted	
  index)	
  

Karnagel	
  et	
  al./SAP:	
  [Improving	
  In-­‐Memory	
  Database	
  Index	
  Performance	
  with	
  Intel	
  TransacEonal	
  SynchronizaEon	
  Extensions	
  ]	
  

	
  

All	
  DicEonary	
  Entries	
  in	
  Sort	
  Order	
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0	
   Bakersfield	
  

1	
   San	
  Francisco	
  

2	
   Santa	
  Clara	
  

3	
   San	
  Jose	
  

4	
   Fresno	
  

5	
   Berkeley	
  

6	
   Sacramento	
  

7	
   Palo	
  Alto	
  

8	
   Oakland	
  

0	
   1	
   San	
  Francicso	
  

1	
   7	
   Palo	
  Alto	
  

2	
   2	
   Santa	
  Clara	
  

3	
   3	
   San	
  Jose	
  

4	
   1	
   San	
  Francisco	
  

5	
   0	
   Bakersfield	
  

6	
   8	
   Oakland	
  

7	
   2	
   Santa	
  Clara	
  

...	
   ...	
   ...	
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1
7
2
3
1
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2
...

Delta Storage Index

Dictionary

ID Entry
0 Bakersfield
1 San Francisco
2 Santa Clara
3 San Jose
4 Fresno
5 Berkeley
6 Sacramento
7 Palo Alto
8 Oakland

4 7 1

0 5 4 8 7 6 1 3 2

Figure 2: Example of a delta storage, including column data, dictionary, and index.

widely in their concepts and implementation, often employing
various mechanisms to protect index data structures or taking
advantage of higher-level information and structure to ensure
content consistency of the indexes. Such scalable concurrency
control implementations are often complex and require signifi-
cant effort to verify, especially when integrating into existing
database systems. We discuss this further in Section 6.

In this paper, we are concerned with the challenge to de-
velop scalable yet easy-to-verify implementations. Keeping
that goal in mind, we adopt a simpler baseline concurrency
control implementation for index trees and investigate the
impact of using hardware support to improve its scalability.

The Delta Storage Index implementation in SAP HANA
uses a reader-writer lock to protect the index. A reader-writer
lock allows multiple readers to concurrently access the tree
but serializes access when a writer accesses the tree. The
choice of the synchronization mechanism (concurrent readers,
serial writers) in the SAP HANA index tree implementation
is driven by multiple factors, primary being the need for an
easy-to-verify implementation for integration into a complex
commercial database system with established interfaces.

The baseline synchronization implementation we use is a
reader-writer lock (referred to here as RW Lock). The RW
lock is from the Intel R� Thread Building Blocks (Intel R� TBB)
suite2. The RW lock is a high-performance, spinning reader-
writer lock with backoff and writer-preference.

In addition, we also study the scalability of a conventional
mutual-exclusion spin lock (referred to here as Spin Lock)
that provides exclusive access to the tree. The spin-lock we
use is similar to the one from the Intel R� TBB suite.
2.1.2. Experimental Setup We use a 2-socket (Intel R�

Xeon R� CPU E5-2680) server system running the Linux op-
erating system. Each test initializes the database index with
20 million even numbers starting from 0. This is a typical
size for the Delta Storage Index in real-world SAP HANA
configurations. The search and insert queries have a uniform
random key distribution between the minimum and maximum
tree limits. Search keys have even values to make every search
lookup successful. We insert only odd keys, such that the
queries will most likely result in a tree modification. With a
large key range of the index, a small probability exists that

2Source at http://www.threadingbuildingblocks.org/. Intel TBB libraries
are extensively used in numerous high-performance multi-threaded software.

random inserts attempt to add the same key several times.
However, duplicate inserts will not result in a write operation.
2.1.3. Index Tree Scaling We next study scaling on single
socket and dual socket configurations.

Single Socket. Figure 3a plots the relative performance
of a Delta Storage Index using the baseline RW lock for 0%,
5%, 20%, and 100% writes. Figure 4a plots the same for a
B+Tree. For the 0% (read-only) case, RW lock scales as ex-
pected because it allows concurrent readers without serializa-
tion. However, as the insert percentage increases, performance
degrades with additional threads. This is because, unlike for
readers, the writer lock provides only exclusive access to the
tree. As expected, Spin Lock does not scale since it serializes
all accesses. Figure 3b plots the Delta Storage Index relative
performance for different insert percentages on a single socket
8 thread configuration. Figure 4b plots the same for a B+Tree.
As we can see, with increasing insert percentage, the perfor-
mance of the RW lock drops to that of a spin lock. This is
also expected as increasing writers serialize and block readers
and synchronization communication overhead starts to play a
significant role.

Dual Socket. Figure 3c shows the performance of read-
only accesses with increasing threads on a multi-socket server
configuration. Figure 4c plots the same for a B+Tree. Inter-
estingly, even though the RW lock shows good scaling for
up to 8 threads in the Delta Storage Index, scaling drops as
we increase the number of threads to 16 due to the impact
of cross-socket communication on the shared RW lock. The
32 thread configuration supports simultaneous multithread-
ing through Intel R� Hyper-Threading (HT) Technology where
each core can run two simultaneous threads. Scaling for the
RW lock from 16 to 32 slightly improves due to memory-level
parallelism introduced by HT.
2.1.4. Understanding Scalability The 100% read experi-
ments provide a good baseline to understand the impact of
communication in modern high-performance systems. For
these experiments, the only inter-thread communication is
the atomic operation on a shared location for the reader lock.
Since multiple readers can access the tree there are no retries to
acquire the reader lock and the operation itself is non-blocking.

For the 100% read experiment, we observe good scaling
for the Delta Storage Index (Figure3a) but lower scaling for
B+Tree (Figure 4a) for the 8T single socket and worse scaling
for the cross-socket configurations.

AAribute	
  Vector	
  (AV)	
   Unsorted	
  DicEonary	
  (UD)	
  



Main Index 
¨  Recap:	
  	
  

§  The	
  main	
  parEEon	
  is	
  read-­‐only	
  during	
  regular	
  processing	
  
§  Index	
  on	
  the	
  main	
  parEEon	
  does	
  not	
  need	
  to	
  handle	
  updates	
  
§  Column	
  is	
  a	
  mapping	
  of	
  (implicit)	
  posiEons	
  to	
  values.	
  
§  Inverted	
  Index	
  maps	
  Values	
  to	
  posiEons	
  

¨  Example	
  for	
  Lookup	
  of	
  “Berlin”:	
  

5	
  

0	
   4	
   Hannover	
  

1	
   2	
   Dresden	
  

2	
   3	
   Frankfurt	
  

3	
   2	
   Dresden	
  

4	
   1	
   Berlin	
  

5	
   0	
   Aachen	
  

6	
   1	
   Berlin	
  

7	
   5	
   Iserlohn	
  

0	
   Aachen	
  

1	
   Berlin	
  

2	
   Dresden	
  

3	
   Frankfurt	
  

4	
   Hannover	
  

5	
   Iserlohn	
  

0	
   0	
  

1	
   1	
  

2	
   3	
  

3	
   5	
  

4	
   6	
  

5	
   7	
  

0	
   5	
   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
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Sorted	
  AV	
  by	
  value/value-­‐id	
  

0	
   4	
   Hannover	
  

1	
   2	
   Dresden	
  

2	
   3	
   Frankfurt	
  

3	
   2	
   Dresden	
  

4	
   1	
   Berlin	
  

5	
   0	
   Aachen	
  

6	
   1	
   Berlin	
  

7	
   5	
   Iserlohn	
  

0	
   Aachen	
  

1	
   Berlin	
  

2	
   Dresden	
  

3	
   Frankfurt	
  

4	
   Hannover	
  

5	
   Iserlohn	
  

0	
   0	
  

1	
   1	
  

2	
   3	
  

3	
   5	
  

4	
   6	
  

5	
   7	
  

Column[city]	
   Index	
  

AAribute	
  Vector	
  (AV)	
   Sorted	
  DicEonary	
  (SD)	
   Index	
  Offsets	
  (IO)	
  
Offsets	
  in	
  IP	
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0	
   5	
   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
  

Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  



0	
   4	
   Hannover	
  

1	
   2	
   Dresden	
  

2	
   3	
   Frankfurt	
  

3	
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   Dresden	
  

4	
   1	
   Berlin	
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   Aachen	
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   1	
   Berlin	
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0	
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1	
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2	
   Dresden	
  

3	
   Frankfurt	
  

4	
   Hannover	
  

5	
   Iserlohn	
  

Improving SELECT Performance 

0	
   0	
  

1	
   1	
  

2	
   3	
  

3	
   5	
  

4	
   6	
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Column[city]	
   Index	
  

AAribute	
  Vector	
  (AV)	
   Sorted	
  DicEonary	
  (SD)	
   Index	
  Offsets	
  (IO)	
  
Offsets	
  in	
  IP	
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0	
   5	
   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
  

Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  

QUERY:	
  SELECT	
  *	
  FROM	
  table	
  WHERE	
  city	
  =	
  “Berlin”	
  

0	
   4	
   Hannover	
  

1	
   2	
   Dresden	
  

2	
   3	
   Frankfurt	
  

3	
   2	
   Dresden	
  

4	
   1	
   Berlin	
  

5	
   0	
   Aachen	
  

6	
   1	
   Berlin	
  

7	
   5	
   Iserlohn	
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   Aachen	
  

1	
   Berlin	
  

2	
   Dresden	
  

3	
   Frankfurt	
  

4	
   Hannover	
  

5	
   Iserlohn	
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Column[city]	
   Index	
  

AAribute	
  Vector	
  (AV)	
   Sorted	
  DicEonary	
  (SD)	
   Index	
  Offsets	
  (IO)	
  
Offsets	
  in	
  IP	
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0	
   5	
   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
  

Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  

QUERY:	
  SELECT	
  *	
  FROM	
  table	
  WHERE	
  city	
  =	
  “Berlin”	
  

¨  Find	
  value	
  in	
  D	
  (search	
  in	
  sorted	
  array)	
  à	
  rowID(IO)	
  =	
  [1]	
  



0	
   4	
   Hannover	
  

1	
   2	
   Dresden	
  

2	
   3	
   Frankfurt	
  

3	
   2	
   Dresden	
  

4	
   1	
   Berlin	
  

5	
   0	
   Aachen	
  

6	
   1	
   Berlin	
  

7	
   5	
   Iserlohn	
  

0	
   Aachen	
  

1	
   Berlin	
  

2	
   Dresden	
  

3	
   Frankfurt	
  

4	
   Hannover	
  

5	
   Iserlohn	
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1	
   1	
  

2	
   3	
  

3	
   5	
  

4	
   6	
  

5	
   7	
  

Column[city]	
   Index	
  

AAribute	
  Vector	
  (AV)	
   Sorted	
  DicEonary	
  (SD)	
   Index	
  Offsets	
  (IO)	
  
Offsets	
  in	
  IP	
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0	
   5	
   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
  

Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  

QUERY:	
  SELECT	
  *	
  FROM	
  table	
  WHERE	
  city	
  =	
  “Berlin”	
  

¨  Find	
  offset	
  in	
  IO	
  (direct	
  access	
  via	
  rowID):	
  1	
  

0	
   4	
   Hannover	
  

1	
   2	
   Dresden	
  

2	
   3	
   Frankfurt	
  

3	
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   Dresden	
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   Berlin	
  

5	
   0	
   Aachen	
  

6	
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   Berlin	
  

7	
   5	
   Iserlohn	
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   Berlin	
  

2	
   Dresden	
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   Frankfurt	
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   Hannover	
  

5	
   Iserlohn	
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   6	
  

5	
   7	
  

Column[city]	
   Index	
  

AAribute	
  Vector	
  (AV)	
   Sorted	
  DicEonary	
  (SD)	
   Index	
  Offsets	
  (IO)	
  
Offsets	
  in	
  IP	
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0	
   5	
   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
  

Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  

QUERY:	
  SELECT	
  *	
  FROM	
  table	
  WHERE	
  city	
  =	
  “Berlin”	
  

¨  Find	
  offset	
  in	
  IO	
  (direct	
  access	
  via	
  rowID):	
  1	
  

¨  Use	
  offset	
  of	
  next	
  higher	
  value	
  to	
  determine	
  search	
  interval	
  in	
  IP	
  	
  
à	
  interval	
  =	
  [1,3)	
  



0	
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   Hannover	
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   Dresden	
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   Berlin	
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   Aachen	
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   Berlin	
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   Index	
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Offsets	
  in	
  IP	
  

11	
  

0	
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   Aachen	
  

1	
   4	
   Berlin	
  

2	
   6	
   Berlin	
  

3	
   1	
   Dresden	
  

4	
   3	
   Dresden	
  

5	
   2	
   Frankfurt	
  

6	
   0	
   Hannover	
  

7	
   7	
   Iserlohn	
  

Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  

QUERY:	
  SELECT	
  *	
  FROM	
  table	
  WHERE	
  city	
  =	
  “Berlin”	
  

¨  Scan	
  all	
  values	
  >=1	
  and	
  <3	
  to	
  determine	
  rowIDs	
  of	
  AV	
  à	
  rowID(AV)	
  =	
  (4,6)	
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1	
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   Berlin	
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   Dresden	
  

4	
   3	
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   Frankfurt	
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Index	
  PosiEons	
  (IP)	
  
PosiEons	
  in	
  AV	
  

QUERY:	
  SELECT	
  *	
  FROM	
  table	
  WHERE	
  city	
  =	
  “Berlin”	
  

Result:	
  AV	
  posiEons	
  (4,6)	
  



When to use Main Index: 
A Theoretical Approach 

¨  Assump1on:	
  Memory	
  transfer	
  as	
  cost	
  measure	
  
§  Disclaimer:	
  Real	
  world	
  is	
  more	
  complicated:	
  cache/instrucEon	
  misses,	
  

order	
  of	
  intermediate	
  result	
  sets,	
  result	
  caching	
  …	
  
¨  Single	
  Lookups:	
  For	
  single	
  tuples	
  retrieval	
  through	
  index	
  is	
  always	
  

faster	
  than	
  a	
  column	
  scan.	
  
¨  Ranges:	
  	
  When	
  is	
  the	
  index	
  access	
  more	
  expensive	
  than	
  the	
  column	
  

scan?	
  
§  Depends	
  on	
  size	
  of	
  the	
  selected	
  range	
  	
  
§  Depends	
  on	
  disEnct	
  values:	
  Column	
  is	
  compressed	
  with	
  	
  

	
  log2(dis*nct	
  values)	
  bits,	
  while	
  index	
  posiEons	
  are	
  stored	
  with	
  
	
  log2(tablesize)	
  bits	
  

§  Simplified:	
  If	
  	
  
	
  selected_tuple	
  *log2(tablesize)	
  <	
  	
  tablesize*log2(dis*nct	
  values)	
  
Inverted	
  Index	
  leads	
  to	
  less	
  memory	
  traffic	
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Memory Traffic Comparison 
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Attribute Vector Scan

Read Index Positions

Index Lookup leads to less memory traffic

TheoreEcal	
  Memory	
  Traffic	
  Comparison	
  for	
  a	
  single	
  dicEonary	
  selecEon	
  
AAribute	
  Vector	
  Scan	
  vs.	
  Index	
  PosiEon	
  List	
  Read	
  
for	
  the	
  Main	
  Part	
  of	
  a	
  Column	
  with	
  30	
  Million	
  Entries	
  and	
  a	
  varying	
  DisEnct	
  Value	
  Count	
  
(Note	
  the	
  Log-­‐Log	
  Scale)	
  

	
  Index	
  not	
  viable	
  for	
  columns	
  with	
  few	
  dis1nct	
  values.	
  
	
  Best	
  if	
  predicate	
  is	
  a	
  “strong	
  filter”.	
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Different	
  Workloads	
  demand	
  for	
  different	
  access	
  strategies:	
  

Workload	
   OLTP	
  
Transac1onal	
  

OLXP	
  
Mixed	
  

OLAP	
  
Analy1cal	
  

Typical	
  Query	
   Get	
  Salesorder	
  with	
  ID=X	
  
	
  

-­‐  Get	
  all	
  open	
  Items	
  of	
  one	
  
Customer	
  

-­‐  Calculate	
  Balance	
  of	
  Account	
  	
  
-­‐  Calculate	
  discounts/promoEons	
  

for	
  customer	
  on	
  phone	
  

Aggregate	
  all	
  Sales	
  of	
  
the	
  last	
  year	
  by	
  product	
  
group	
  and	
  region	
  

Speed	
  Requirements	
   Microseconds	
  to	
  few	
  
Milliseconds	
  

(Thousands	
  of	
  CPU	
  Cycles)	
  

Tens	
  to	
  hundreds	
  of	
  	
  
Milliseconds	
  

Sub-­‐second	
  
“Human	
  Think	
  Time”	
  	
  

Paralleliza1on	
   Many	
  concurrent	
  queries	
  
expected:	
  
Inter-­‐query-­‐parallelism	
  

Normally	
  inter-­‐query,	
  someEmes	
  
intra-­‐query	
  to	
  meet	
  response	
  Eme	
  
goals	
  

Intra-­‐query-­‐parallelism	
  
necessary,	
  e.g.	
  use	
  
more	
  cores	
  to	
  meet	
  
response	
  Eme	
  goals.	
  

Access	
  Path	
   Primary	
  Key	
  Access	
  	
  
via	
  an	
  Index	
  for	
  maximum	
  
throughput.	
  
	
  

“It	
  depends”	
  
Highly	
  selecEve	
  predicates	
  served	
  
with	
  help	
  of	
  Index,.	
  
If	
  large	
  percentage	
  of	
  tuples	
  qualify:	
  
Full	
  Column	
  Scans	
  

No	
  index,	
  all	
  via	
  
Full	
  column	
  scans	
  (FCS)	
  

Data Access Matrix 


